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ABSTRACT
Context: Decentralized applications on blockchain platforms are realized through smart contracts.
However, participants who lack programming knowledge often have difficulties reading the smart
contract source codes, which leads to potential security risks and barriers to participation.
Objective: Our objective is to translate the smart contract source codes into natural language descrip-
tions to help people better understand, operate, and learn smart contracts.
Method: This paper proposes an automated translation tool for Solidity smart contracts, termed
SolcTrans, based on an abstract syntax tree and formal grammar. We have investigated 3,000 smart
contracts and determined the part of speeches of corresponding blockchain terms. Among them, we
further filtered out contract snippets without detailed comments and left 811 snippets to evaluate the
translation quality of SolcTrans.
Results: Experimental results show that even with a small corpus, SolcTrans can achieve similar per-
formance to the state-of-the-art code comments generation models for other programming languages.
In addition, SolcTrans has consistent performance when dealing with code snippets with different
lengths and gas consumption.
Conclusion: SolcTrans can correctly interpret Solidity codes and automatically convert them into
comprehensible English text. We will release our tool and dataset for supporting reproduction and
further studies in related fields.

1. Introduction
Solidity is a static programming language that runs on

the Ethereum Virtual Machine. With Solidity, developers
can write self-executing smart contracts and deploy them
on Ethereum to build decentralized applications. With the
explosive development of decentralized finance (DeFi), the
average number of smart contracts deployed each month ex-
ceeded 4,200 [5] from July 2020 to April 2021. According
to the statistics of CoinMarketCap [3], the DeFi crypto mar-
ket cap reached 100.93 billionUS dollars on 21st April 2021.
This promisingmarket immediately attracted the attention of
a large number of new users. The number of Ethereum net-
work addresses holding coins is accelerating, and themonthly
average number of new active Ethereum addresses has ex-
ceeded 100,000 [5]. Since most digital assets are minted,
issued, and managed by smart contracts, the development of
the DeFi market and the influx of new users have brought
considerable challenges related to smart contracts.

One of the challenges is detecting mismatches between
smart contracts and the corresponding official descriptions.
For example, the Initial Coin Offer (ICO) scams claim to
have innovative technology or promising business logic that
can provide high returns on investment; however, the smart
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contracts they actually deployed do not match the content
described in their white papers, homepages, or update an-
nouncements. As of December 2019, the cumulative losses
due to ICO scams have reached 10.12 billionUS dollars [16].
For those who have experience in Solidity programming,
reading the project’s source code can help them find such
inconsistency risks. For those who lack Solidity program-
ming knowledge, a safe way to participate in decentralized
applications is to wait for due diligence reports from trusted
third parties. However, some projects will be released be-
fore the due diligence report comes out and provide high re-
turns in the early stage to those who seize the market. Miss-
ing market opportunities due to waiting for due diligence re-
ports is unacceptable for some investors. A feasible method
is to translate the Solidity code into the corresponding nat-
ural language description through automated tools. In this
way, even users with no programming background can un-
derstand the translated smart contracts, which facilitates the
identification of potential inconsistency risks.

Solidity automated translation tools can also help to solve
other challenges. In Solidity programming courses, it can
embed the code translation results as comments to help be-
ginners understand the corresponding source code. In co-
operative development, the code translation results are also
helpful for developers to quickly understand the collabora-
tors’ intentions. Compared with the original nested structure
of the source code, the translated results are easier to conduct
content mining and semantic search as well.

This paper proposes SolcTrans, a method focusing on in-
terpreting Solidity code and automatically converting it into
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comprehensible English text. Specifically, SolcTrans under-
stands the source code by traversing the abstract syntax tree
(AST) of Solidity. We first obtain the AST of the source
code through the official compiler and then translate the el-
ements of the AST into phrases at a high level. After this,
we construct a set of context-free grammar rules to combine
phrases into comprehensible sentences. We also summarize
the blockchain terms and specific expressions involved in
Solidity and give the corresponding translation templates.
The contributions of this paper are shown below.

• We propose a novel approach for generating readable
descriptions of the Solidity source code at sentences
readable in English. This approach helps users with-
out a programming background understand the logic
of smart contracts.

• We conduct an extensive study of the Solidity AST,
reveal core attributes that can be used for translation,
and propose the corresponding translation templates.

• We collect 3,000 open-source contracts and mark the
parts of speech (POSs). The filtered data are used to
evaluate the performance of SolcTrans. We will re-
lease our corpus later to facilitate the future research.

2. Related work
To the best of our knowledge, there is no other research

work has explored Solidity smart contract translation. In
this section, we summarize automatic comment generation
techniques used in other programming languages and the re-
search on static analysis of the Solidity source code.
2.1. Automatic comment generation for code

Some researchers have explored automatic comment gen-
eration techniques in java using the softwareword usagemodel
(SWUM) [12, 17]. However, a universal SWUMmay strug-
gle to parse Solidity because Solidity is a language designed
specifically for blockchain operations, which involve many
reserved terms. Another state-of-the-art solution is to use
deep neural networks to generate comments of codes [6, 1]
automatically. The encoder-decoder structure is widely used
in related research. The encoder encodes the source code
into a vector with a fixed size, while the decoder predicts
comments based on vectors. The internal structure of codecs
could be a CNN and variants of an RNN, such as the gated re-
current unit (GRU) [22] and long short-termmemory (LSTM)
model [7]. These deep neural network models require high-
quality data sets of reference sentences for training. As an
emerging programming language, Solidity still has no pub-
lic corpus for supervised learning in translation tasks be-
cause developers generally do not make detailed comments
on most code lines.
2.2. Static analysis of smart contract

The current research on the static analysis of Solidity
smart contracts is focused mainly on vulnerability detection.
The mainstream smart contract vulnerability detection tools

includeOyente [11], Zeus [8], and SmartCheck [20]. Oyente
uses symbolic execution to establish a control flow graph
and statically analyze the smart contract based on the graph;
Zeus proposes a formal verification framework based onwhich
users can verify the correctness and fairness of smart con-
tracts. SmartCheck [20] is another static analysis tool for
Ethereum smart contracts. SmartCheck performs grammar
and lexical analysis on the source code and uses the Exten-
sible Markup Language (XML) to describe the AST. It uses
the XML Path Language (Xpath) to discover vulnerabilities
and other code issues. Although SmartCheck also performs
static analysis of the AST, it cannot be used for code trans-
lation tasks due to its different design purposes.

3. Automatic Solidity source code translation
This section describes the translation scheme of our SolcTrans

and the details of each module.
3.1. Overview

The translation scheme of SolcTrans is illustrated in Fig-
ure 1. There are two main modules: the AST translator and
the surface realizer. We first collect verified smart contract
source codes by crawling from Ethereum block explorers
and Google BigQuery. Then, we compile and analyze the
collected smart contracts to understand the AST output of
Solidity and to determine which word will be used in the
translations. We build our AST translator in accordance with
these patterns. Once we obtain the phrases generated by the
AST translator, we aggregate them into readable sentences,
known as “surface text”. Specifically, the surface realizer
annotates the POSs of the phrases and tries to generate the
surface texts based on predefined grammar rules.

The workflow of SolcTrans is summarized into five main
steps as Figure 1 shows. First, we use the official Solidity
compiler solc to generate the AST of a smart contract and
dump it into the JSON format. The second and third steps
are carried out by the AST translator, including traversing
the AST and translating AST nodes into English words or
phrases. Then these words or phrases are tagged with the
corresponding POSs in a standard format. Finally, the sur-
face realizer aggregates these words properly and generates
the surface texts.
3.2. Obtaining AST

The AST is a complete tree representation of the hierar-
chical structure of source code. Each node of an AST corre-
sponds to one or more structures in the source code. As an
example, Figure 2 shows the AST diagram of Listing 1.

1 function withdraw () public {

2 uint amount = deposits[msg.sender ];

3 if (amount > 0) {

4 deposits[msg.sender] = 0;

5 msg.sender.transfer(amount);

6 }

7 }

Listing 1: A withdraw function in Solidity
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Figure 1: The translation scheme of SolcTrans.

withdraw()

= If
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msg

deposits msg

0

Figure 2: The AST diagram of Listing 1.

The code snippet in Listing 1 is a function that allows
users to withdraw their deposits from the smart contract.
The function contains statements such as assignment, con-
dition, comparison, and function call. The corresponding
AST hides these logical expressions in nested structures, as
Figure 2 shows. Thus we can obtain critical information and
logical relationships by traversing the AST, which is more
efficient than parsing the original code text.

The official Solidity compiler solc provides a function
to export the AST of the source code in JSON format using
the command “--ast-compact-json”. The entire AST is com-
posed of multiple nested nodes, while each type of node has
different properties, describing Solidity’s equivalents of ele-
ments. Listing 2 shows the detailed information of the node
uint amount as an example. Due to the cryptic information
in the node and lack of documentation, we observed the col-
lected contracts extensively and derived the core attributes
of different types of nodes.

1 {

2 "constant" : false ,

3 "id" : 9,

4 "name" : "amount",

5 "nodeType" : "VariableDeclaration",

6 "scope" : 36,

7 "src" : "137:11:0" ,

8 "stateVariable" : false ,

9 "storageLocation" : "default",

10 "typeDescriptions" : {...},

11 "typeName" : {...},

12 "value" : null ,

13 "visibility" : "internal"

14 }

Listing 2: The JSON format of the node uint amount of
Listing 1

Each AST node contains an attribute nodeType that de-
fines the purpose of the node. According to the value of
nodeType, we identified the corresponding core attributes
which are used for code translation. For example, the node-
Type of the field uint amount shown in Listing 2 is Vari-
ableDeclaration, while the core attributes are name and type-
Descriptions. Similarly, the nodeType of themethod isFunc-
tionDefinition, and the core attributes are self-explanatory,
i.e., body, parameters, and returnParameters. In addition,
there are other common node types, which we summarized
in table 3, shown in Appendix A. It is worth noting that some
attributes with values of nested structures are child nodes of
the current node, such as typeDescriptions in Listing 2 and
body in a function node.
3.3. Node preprocessing

The original AST contains nodes corresponding to the
version numbers and compilation information. These nodes
are meaningless for code translation; thus, we regard them as
redundant nodes. To improve the efficiency of code transla-
tion, we need to preprocess the AST to exclude redundant
nodes and keep only nodes that are closely related to the
translation. The specific steps of preprocessing are as fol-
lows:
(1) SolcTrans recognizes a node as the root node if the value

of nodeType is SourceUnit. The root node contains all
the contract information; thus, SolcTrans keeps it and
traverses its child nodes.

(2) SolcTrans excludes the child nodes of type ImportDi-
rective and PragmaDirective, which represent the im-
ported dependencies and the version of the compiled
code, respectively. SolcTrans retains only the nodes of
typeContractDefinition since they contain themain body
of the contract.

After preprocessing, we obtained nonredundant nodes re-
lated to code translation. SolcTrans further traverses these
reserved nodes for subsequent translation.
3.4. AST traversal

Once we obtain the preprocessed AST, the AST trans-
lator of SolcTrans performs a depth-first traversal of the re-
served nodes to translate the nodes into English words or
phrases. The AST translator can directly translate leaf nodes
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into words or fixed expressions as outputs. By combining
leaf node outputs in specific patterns, the AST translator
can also translate the parent nodes or grandparent nodes of
the leaf nodes into phrases. For a node with a higher level,
the output is a list containing multiple phrases, while the
elements in the list correspond to the translation results of
lower-level nodes.

Figure 3 shows the process ofAST traversal. More specif-
ically, the AST is traversed following the steps below:
(1) Traverse the nodes of the preprocessed AST with the

deep-first procedure, and check the value of the node-
Type of each node. If the nodeType is VariableDecla-
ration, the node represents a variable declaration state-
ment. SolcTrans can directly translate its child node
typeDescriptionswhich contains the type information of
the variable. If the nodeType is FunctionDefinition, then
the node is the root of a function. Its child nodes state-
ments represent structures in the function, which require
further parsing.

(2) Traverse the statements nodes and check their nodeType.
If the nodeType is ExpressionStatement, the node repre-
sents an expression of the source code and will be parsed
in Step 3. If the nodeType is ConditionStatements, the
node represents a control structure that contains a for/while/if
statement. Its child nodes condition can be directly trans-
lated, while the nodes body should be parsed via Step 2
again.

(3) The node with type ExpressionStatement has the only
child node expressionwhich contains all the elements of
the corresponding expression. SolcTrans translates the
node expression into phrases with the predefined pattern
corresponding to its nodeType.
The predefined translation patterns of low-level nodes

are as follows:
typeDescriptions nodes: As mentioned in Step 1, the type-
Descriptions node contains the type information of the vari-
able declared in its parent. SolcTrans gets attribute type-
String from the typeDescriptions node and gets attribute name
from its parent. A variable declaration statement is directly
translated as “Variable name is declared as a typeString”.
condition nodes: The condition node represents a condi-
tional expression of if, while, doWhile, and for structures.
Usually, it is a judgment that returns a Boolean value. SolcTrans
gets attributes leftExpression and rightExpression from the
condition node and links them with the attribute operator.
Among these attributes, leftExpression and rightExpression
are child nodes of the condition node with nested structures
and need to be translated according to their nodeTypes.
expression nodes: SolcTrans checks the value of nodeType
and translates the expression node in specific patterns. We
list several common nodeTypes of expression nodes as ex-
amples.

nodeType

VariableDeclaration

FunctionDefinition

statements 
Nodes

typeDescriptions 
Nodes

Words or  
Phrases

nodeType

expression  
Nodes

ExpressionStatement

condition    
Nodes

body    
Nodes

ConditionStatements
(if/while/for)

Input

Output

Reversed Nodes

Traverse

Translate

Traverse

OptionVariableDeclaration

Figure 3: The process of AST traversal.

- Identifier: The node represents a global or local variable;
thus, SolcTrans directly gets and returns the value of the
attribute name. If the value is named in the camel case or
snake case, SolcTrans parses it into words based on POS.
For example, the variablemessageSender is translated into
two nouns: message and sender.

- Assignment: The node represents an assignment statement,
which contains the core attribute leftHandSide, rightHand-
Side and operator. SolcTrans treats leftHandSide and rightHand-
Side as the expression nodes and describes the assignment
operator with fixed templates.

- FunctionCall: The node represents calling a function. SolcTrans
gets function names from nested child nodes MemberAc-
cess and gets arguments from the attribute arguments. For
a function func(args), the translation is “(call/result of) the
function funcwith arguments args” depending on the con-
text.

Some nodes are not shown in Figure 3 because too many
types of nodes are defined in the Solidity AST. The parse
procedures of most unlisted nodes are similar to the nodes
in Figure 3. The only difference is the depth of traversal and
the core attributes. For example, the keyword modifier indi-
cates a behavior to change a function. SolcTrans explains the
modifier with predefined descriptions and traverses its child
nodes as a way of traversing the body of a function.
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3.5. Special statements translation
There are some special statements in Solidity that are

closely related to blockchain features. These statements, in-
cluding global variables and system functions, have specific
meanings, but it is difficult to understand them by their names
directly. Thus, we designed customized templates for trans-
lating these variables and functions mentioned in Solidity
Docs V0.8.4 [4].

For example, the global variable msg contains attributes
that allow access to the blockchain. Its attribute msg.sender
refers to the address of the external function call; msg.value
refers to the amount of ether sent to the contract. Thusmsg.sender
and msg.value are translated as “user” and “the money sent
by the user”, respectively. Similarly, the global variable block
contains attributes of the current block. Its representative at-
tributes block.difficulty and block.gaslimit are translated as
“the current difficulty for mining a block” and “the limit
of the total gas usage in the current block”, respectively.
Another example is the system function gasleft () returns
(uint256) which is translated as “the remaining gas of the
current call” to help readers understand the gas related op-
eration. More examples of special statements translation are
shown in table 4, shown in Appendix B.
3.6. Natural language generation

Once we have obtained the phrases and words output by
the AST translator, we need to combine them into readable
sentences according to the correct grammar. Specifically,
the surface realizer of SolcTrans performs POS tagging on
the obtained words and phrases and then generates sentences
based on the context-free grammar (CFG) we constructed.

The surface realizer identifies the POS of each word and
phrase, including words decomposed from camel case and
snake case phrases. We tag each POS in the standard format
of the Penn Treebank Tagset [19]. For words with multiple
POSs, we determine the POS of each according to the con-
text. For example, the variable name highestBid is parsed
into twowords highest and bid by theAST translator. Among
them, the word highest is marked as JJS, which indicates
a superlative adjective. The POS tag of the word bid could
be a verb or noun. Here, we predict the word bid as NN
(a singular noun) because an adjective modifies it. In ad-
dition, the corpus of the Penn Treebank Tagset comes from
the statistical data of the Wall Street Journal and lacks data
related to blockchain terms. We manually add the POSs of
blockchain terms and abbreviations so that the Penn Tree-
bank Tagset can cover the words that appear in Solidity. For
example, the abbreviation “tx” for the word “transaction” is
marked asNN .

We construct a CFG to generate sentences based on the
Penn Treebank tags. Specifically, R is a set of rules, each
of which can be represented by mapping a variable X to a
string Yi:

X → Y1, Y2,… , Yi, X ∈ N, Yi ∈ (N ∪ �) (1)
- N represents a set of POS tags in the Penn Treebank stan-
dard format, such as {NP , V P ,NN,…};

S

VP

VB

delcare

NP

DT NP

the NN NN

variable amount

VP

is

VB

deposits

of user

NN

IN NN

PP

NP

Figure 4: The syntax tree of the example sentence.

- � represents a set of words defined in the Penn Treebank
Tagset;
A simplified example of CFG used to translate Listing 1

is defined as

R =

S → V B ∣ NP ∣ V P
V P → V P PP ∣ V B IN ∣ V B NP
NP → DT NP ∣ DT NN ∣ NN NN ∣ NN PP
PP → IN NN

where N = {S,NP , V P , PP ,DT , V B,NN, IN}, and S
is a start symbol of a sentence. Once SolcTrans gets a col-
lection of words, it constructs sentences recursively from
these words according to the CFG. For example, line 2 of
the function in Listing 1 is parsed into a nested list of words
{{the variable amount, declare}, {is}, {deposits of user}} af-
ter traversal. Thus, the set of words is

� =

V B → declear ∣ is
NP → tℎe variable amount ∣ deposits of user
NN → variable ∣ amount ∣ deposits ∣ user
DT → tℎe
IN → to ∣ of

Given R and �, the surface realizer can reverse-engineer
words and phrases to determine which rules in R are used
to combine these elements of sentences. For example, “is”
is a V B (verb, base form), and “deposits of user” is anNP ;
thus, they can be combined with a DT “the”, producing an-
other V P (verb phrase) “is deposits of user”. The complete
sentence generated by R is “declare the variable amount is
deposits of user”. The syntax tree is shown in Figure 4.

Using CFG, we can easily deduce a sentence’s grammat-
ical structure or combine sentences that describe multiple
code lines. Nevertheless, the derived syntaxmay be ambigu-
ous. Common ambiguity problems are as follows:

1. Different POSs of words, e.g., the word “bid” can be
Chaochen Shi et al.: Preprint submitted to Elsevier Page 5 of 10



marked as either a verb or noun;
2. The scope of the prepositional phrase, e.g., for the

structure ofV P PP PP , the second prepositional phrase
may describe the VP or the first PP ;

3. Consecutive nouns, such asNN NN NN .
To conduct disambiguation of the derived syntax, we need to
find the most probable tree from various of possible syntax
trees. Discriminative disambiguation algorithms, such as
Max-Margin Markov Networks [18] and Conditional Ran-
dom Field [9], require complete feature engineering which
is hard to implement in our limited corpus. Thus, we use
the generative algorithm — probabilistic CFG (PCFG) here
since it ismore robust in a limited labeled dataset [15]. Specif-
ically, we assign a probability p(r) to each rule in R based
on its frequency. For each possible syntax tree, we take the
product p(t) of p(r) in it as its probability of being selected.
Thus the selected tree is arg max p(t). To compute p(t), we
need to perform the following:

1. Collect allN and � in the corpus;
2. Collect all the rules in the corpus as R;
3. For each ruleX → Y , compute p(r) = p(X → Y )∕p(X)

from the corpus;
As mentioned in Section 2.2, the size of the fully com-

mented corpus is too small to support our current PCFG in
covering all the syntax. Therefore, we use both CFG and
PCFG in most cases and will continue to improve the PCFG
by expanding the corpus.

4. Experiments and analysis
We conducted experiments to evaluate the performance

of SolcTrans. All the experiments in this paper are imple-
mented with Python 3.7, and run on a PC with a 2.2 GHz
Intel Core i7 CPU, 32 GB 3200MHz DDR4 RAM. We fo-
cused on two questions:

• Q1: What is the translation quality of SolcTrans for
generating translations given source code?

• Q2: Is its translation quality affected by the length or
gas cost of the code?

4.1. Data Preparation
There is currently no public Solidity corpus containing

detailed code-description pairs. To build a data set that can
be used for evaluation, we collected 3,000 open-source smart
contracts of the top 100 Ethereum Dapps ranked by their
user activities (unique source addresses in transactions to
Dapp contracts) over the past 30 days as of 1st May 2021.
All smart contracts were collected from the Ethereum ex-
plore etherscan.io through web crawlers. According to the
statistics, the vocabulary size of the code and descriptionwas
1,272 and 2,140, respectively. We marked the POSs of these

words to expand the Penn Tree Tagset for the Solidity code
translation task. After that, we filtered snippets that could be
easily predicted, such as getter, setter functions. Code snip-
pets without corresponding detailed descriptions were also
excluded. Finally, 811 code snippets and corresponding de-
scriptions were reserved as the data set for evaluating the
performance of SolcTrans.

The length of a code snippet was measured by the num-
ber of its tokens. The camel case and snake case phrases
were divided into individual words (tokens), and the special
symbol was counted as a token. The length distribution of
single code snippets in our corpus is shown in Figure 5a.

The gas cost of a code snippet was estimated by a global
function estimateGas() defined in web3.js. Note that only
the functions have estimable gas cost, so we counted the
distribution of the gas cost corresponding to 154 full com-
mented functions in the corpus as shown in Figure 5b.
4.2. Evalution Metrics

We used three metrics that are widely utilized in the area
of machine translation to evaluate the translation quality of
SolcTrans: BLEU-N [14], ROUGE-L [10], andMETEOR [2].
BLEU-N measures the N-gram precision between candidate
sentences and reference sentences; N could be 1, 2, 3, or 4.
When N = 1, the metric indicates the accuracy of individual
words in the translation; when N > 1, the metric indicates
the similarity between the translation and the reference sen-
tence. ROUGE-L is a metric that matches the longest com-
mon sequence between two sentences and returns the recall
rate. METEOR considers both accuracy and recall rate and
returns the F value. METEOR also supports the matching
of synonyms by a given thesaurus. Here, we use the default
thesaurus form WordNet [13]. These metrics fall between
0 and 1 with a higher number indicating better translation
quality. Because the sentences generated by the correct CFG
are generally coherent, we are more concerned with whether
there are omissions or ambiguities. Therefore, BLEU-1 and
ROUGE-L have higher weights among all the metrics.
4.3. Experimental Analysis

Table 1 presents the details of the experimental results to
answer Q1. The scores of SolcTrans are close to the scores
of state-of-the-art Automatic Comments Generation mod-
els for other programming languages [7, 21] on the corre-
sponding metrics. The BLEU-1 score indicates that more
than one-third of the words in the translations are included
in the reference sentences. It shows the high accuracy of
words translated by SolcTrans. The BLEU-2, BLEU-3, and
BLEU-4 scores are relatively low. This means that the way
SolcTrans constructs sentences and phrases is usually dif-
ferent from the reference sentences, resulting in few over-
lapping clauses between them. This also affects the value
of ROUGE-L, makes it mainly contributed by ROUGE-1.
The ROUGE-L and METEOR scores indicate that there are
a few omissions in the translation results, and some omis-
sions are actually synonymous expressions of the reference
sentence. Some synonyms of blockchain terms are not in-
cluded in WordNet, which lowers the METEOR score.
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(a) Length distribution of code snippets. (b) Gas cost distribution of functions.
Figure 5: Distributions under different code lengths and gas cost.

(a) Performance of SolcTrans under different code lengths. (b) Performance of SolcTrans under different gas cost.
Figure 6: Performance of SolcTrans under different code lengths and gas cost.

Table 1
Evaluation results of SolcTrans.

BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGE-L METEOR
0.3472 0.0946 0.0608 0.0144 0.3784 0.0808

Since there is no public corpus large enough to train state-
of-the-art neural machine translationmodels that can be used
for Solidity code translation tasks, comparative experiments
are yet available. To answer Q1 more intuitively, we con-
ducted a qualitative analysis on some representative outputs
of SolcTrans.

Table 2 shows some examples of translation outputs. The
qualitative analysis reveals that SolcTrans can accurately trans-
late common expressions such as assignments and function
calls. For special elements, such as functions and variables,
which always exist in the global namespace, the quality of
translation depends on the preset templates. SolcTrans can
also capture the structure information of ifstatement and for

loop and generate correct and coherent descriptions. Some-
times the structure and word usage of the generated sentence
are very different from those of the reference sentence, but
they both describe the code snippet correctly, as shown in
the third and fourth examples. The reason is that developers
have different writing styles, while the translation outputs of
SolcTrans are always consistent.

To answer Q2, we further evaluated the performance of
SolcTrans under different lengths of code snippets and gas
cost of functions. Figure 6 shows the trend of BLEU-1,
ROUGE-L, andMETEORwith the code length and gas cost.
According to Figure 6a, the translation quality reflected by
the three metrics exhibits a slight downward tendency as
the code length increases, because long sentences generated
fromCFGmay containmore omissions and ambiguities. An-
other reason is that longer code snippets refer to more AST
nodes, resulting in a higher probability of parsing error. How-
ever, the loss of translation quality under different code lengths
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Table 2
Qualitative examples of translation outputs.

Code snippet Generated sentence Reference sentence

uint amount = deposits[msg.sender ];
Declare the variable amount is
deposits of user.

Set variable amount as user’s
deposits.

if (amount > 0) {

deposits[msg.sender] = 0;

msg.sender.transfer(amount);

}

If amount is greater than 0,
deposits of user is 0 and transfer
amount to user.

If amount is greater than 0, set
user’s deposits to 0 and then
transfer all the left amount to
user.

for (uint i = 0; i < proposalNames.

length; i++) {

proposal.push(name[i]);

}

Set i is 0, then as long as i is less
than the length of proposal
names, push the name of i to
proposal. Each time that happens
add one to i.

When i is less than the length of
proposal names, push the name
at index i to the end of proposal.

modifier onlyBuyer () {

require(msg.sender == buyer);

_;

}

Confirm user equals to buyer
before executing onlyBuyer().

Confirm that buyer is the current
call before calling the function.

return keccak256(abi.encode(a, b, c, d

));

Return Ethereum-SHA-3
(Keccak-256) hash of the a, b, c,
d encoded by abi.

Return the keccak256 hash value
of encoded a, b, c, d.

did not exceed 20% compared with the highest point. This
result means that the translation quality of SolcTrans remains
relatively consistent even as the code length increases. Ac-
cording to Figure 6b, the translation quality hardly changes
with gas cost. The reason is that the gas cost can only indi-
cates the number of operation steps, rather than the complex-
ity of the code. For example, a function with nested loops
has high gas cost, while loop structures are easy to parse.
In addition, for any smart contract less than 3,200 lines (the
length of the longest smart contract we have collected) and
function less than 300,000 units of gas cost, the processing
time of SolcTrans is less than 250 milliseconds.

5. Conclusions and Future Work
In this paper, we propose an approach that can automati-

cally translate Solidity code into natural language, aiming to
help people who lack programming knowledge understand
the logic of smart contracts. SolcTrans traverses the AST to
translate code elements into corresponding words or phrases
and combines them into readable sentences through CFG.
The experimental results show that the translation results
generated by SolcTrans are accurate and coherent.

In future work, we plan to continuously improve the CFG
to improve the performance of SolcTrans in punctuation and
function word insertion. We will also consider integrating
grammar proofing tools to optimize the generated sentences.
In addition, we will continue to expand the Solidity source
code corpus with parallel reference sentences to optimize
the PCFG and improve the reliability of the evaluation met-
rics. When the corpus becomes large enough, it will bemade
available to train state-of-the-art neural machine translation
models. Then, we will conduct comparative experiments to
show the performance of SolcTrans more comprehensively.
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Appendix A Common NodeTypes and Core Attributes
Table 3
Common NodeTypes and Core Attributes (with the code snippet in Listing 1 taken as an example).

nodeType Corresponding Code Element in Listing 1 Core Attributes

FunctionDefinition

function withdraw () public {

uint amount = deposits[msg.sender ];

if (amount > 0) {

deposits[msg.sender] = 0;

msg.sender.transfer(amount);

}

}

- name
- body (the inner content of the function)
- isConstructor (Boolean value)
- parameters
- returnParameters

Block

uint amount = deposits[msg.sender ];

if (amount > 0) {

deposits[msg.sender] = 0;

msg.sender.transfer(amount);

}

- statements (all the expressions in the function)

VariableDeclarationStatement uint amount = deposits[msg.sender]
- declarations
- initialValue

VariableDeclaration uint amount
- name
- typeDescription

IndexAccess deposits[msg.sender]
- baseExpression
- indexExpression

MemberAccess msg.sender
- expression
- memberName

Identifier msg - name

IfStatement
if (amount > 0) {

deposits[msg.sender] = 0;

msg.sender.transfer(amount);

}

- condition
- falseBody
- trueBody

BinaryOperation amount > 0

- operator
- leftExpression
- rightExpression

Literal 0 - value

ExpressionStatement deposits[msg.sender] = 0;

msg.sender.transfer(amount)
- expression

Assignment deposits[msg.sender] = 0

- operator
- leftHandSide
- rightHandSide

FunctionCall msg.sender.transfer(amount)
- argumentTypes
- expression
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Appendix B Examples of special statements translation templates.
Table 4
Examples of special statements translation templates

Special Statement Translation Template

blockhash(uint blockNumber) returns (bytes32) the hash of the block blockNumber

block.coinbase (address payable) the address of the current block miner

block.difficulty (uint) the current difficulty for mining a block

block.gaslimit (uint) the limit of the total gas usage in the current block

block.timestamp (uint) current timestamp of the block, represented as seconds
since unix epoch

msg.sender user

msg.value weis sent by the user

tx.gasprice(uint) the single gas unit’s price set by the creator of the
transaction

tx.origin(address) the address of the original external account that started
the transaction

gasleft () returns (uint256) the remaining gas of the current call

bytes.concat (...) returns (bytes memory) concatenate . . . to one byte array

assert(bool condition) abort execution and revert state changes if condition is not
met

require(bool condition , string memory message) revert if condition is not met, then provides memory
message

addmod(uint x, uint y, uint k) returns (uint) compute (x + y) % k
mulmod(uint x, uint y, uint k) returns (uint) compute (x ∗ y) % k
ripemd160(bytes memory) returns (bytes20) compute RIPEMD-160 hash of the memory

abi.encode (...) returns (bytes memory) . . . encoded by abi

abi.decode(bytes memory encodedData) returns

(...):
the encodedData in . . . forms decoded by abi
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