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Abstract. This paper proposes a unifying framework for inductive rule learning
algorithms. We suggest that the problem of constructing an appropriate induc-
tive hypothesis (set of rules) can be broken down in the following subtasks: rule
construction, body construction, and feature construction. Each of these subtasks
may have its own declarative bias, search strategies, and heuristics. In particular,
we argue that feature construction is a crucial notion in explaining the relations
between attribute-value rule learning and inductive logic programming (ILP). We
demonstrate this by a general method for transforming ILP problems to attribute-
value form, which overcomes some of the traditional limitations of proposition-
alisation approaches.

1 Introduction

Rule learning tasks are typically approached as search problems, and hence the con-
struction of candidate hypotheses is a crucial task in inductive rule learning algorithms.
Traditionally, hypotheses are constructed by constructing rules, rules are constructed by
constructing heads and bodies, and bodies are constructed by putting literals together.
In this paper we suggest that it is more natural to consider rule bodies as consisting of
features, which need to be constructed in a separate step. Feature construction is not
usually distinguished in inductive rule learning (at least not as anecessarystep), and
we argue that this may result in unnecessary complications and loss of expressiveness,
especially when rules are first-order clauses. Distinguishing feature construction as a
separate subtask also leads to a new transformation-based learning approach by which
many non-determinate logic programming problems can be transformed to attribute-
value learning problems without loss of generality.

The paper is organised as follows. In Section 2 we briefly discuss the traditional tri-
chotomy of hypothesis construction, rule construction, and body construction. Section 3
defines feature construction, concentrating on first-order features. Section 4 shows how
this leads to a novel propositionalisation approach that can solve non-determinate rela-
tional learning tasks. Section 5 concludes.



2 Hypothesis construction, rule construction, and body
construction

We start by considering the more or less traditional distinction between hypothesis con-
struction, rule construction, and body construction. Although not every inductive rule
learner distinguishes between these tasks in the same way, the distinction is concep-
tually justified because in each of these tasks different biases, search strategies, and
heuristics may be applied.

As a hypothesis is a set of rules, the search space for hypotheses is2
R whereR is

the search space for rules. In practice, however, ann-rule hypothesis is constructed byn
separate rule constructions. For instance, the well-known covering algorithm constructs
one rule at a time, removes the examples that are covered by that rule, and then iter-
ates on the remaining examples. Notice that this is problematic in case the hypothesis
language includes recursive first-order rules: in that case, either the example set has to
be complete, or the rules have to be learned in a certain order (e.g., the base case first).
In this paper we restrict attention to non-recursive stratified rule sets (i.e. there is no
recursion through negation either), and we can safely assume that rule sets are learned
by calling a rule learner several times.

The distinction between hypothesis construction and rule construction is important
from the viewpoint of heuristics. Suppose we are addressing a two-class learning task,
and we are using predictive accuracy to evaluate hypotheses, i.e. the sum of the relative
frequencies of true positives and true negatives. Rule accuracy however is usually mea-
sured differently: the rule accuracy measure punishes a rule for being overly general but
not for being overly specific, since an uncovered positive example can be taken care of
by another rule. So rule accuracy is defined as the relative frequency of true positives
among the instances covered by the rule.

Next, we consider the task of rule construction. We assume that rules are implica-
tions consisting of a body (antecedent) and a head (consequent). A typical approach to
rule construction is to select a head corresponding to a class, and then constructing an
appropriate body. Not all rule learning algorithms follow this approach: for instance,
CN2 [2] maintains a beam of best bodies, evaluated w.r.t. information gain (i.e. with
maximal improvement in the distribution of classes among the covered examples), and
then assigning a rule head (class assignment) maximising classification accuracy. As
another example, association rule learning algorithms, e.g. APRIORI [1], first search
for the most promising bodies (frequent itemsets), and then construct association rules
from two frequent itemsets such that one includes the other. In these two cases, body
construction is the main step of rule construction.

Usually, a rule body is a conjunction of (possibly negated) literals, where a lit-
eral can be an attribute-value pair or a Prolog literal. Typically, such conjunctions are
constructed literal by literal. For instance, FOIL [16] selects the literal with maximal
information gain. It is well-known that this leads to problems with literals introduc-
ing new variables, since these literals do not improve the class distribution unless they
are combined with another literal which consumes the variable. There exist various at-
tempts to solve this problem, e.g., look-ahead search which searches for more than one
literal at a time. However, this approaches the problem in an ad-hoc fashion. The main
issue is that in ILP it is unnatural to split literals which share variables other than the



one(s) occurring in the head of the rule. Such chunks of related literals are what we call
first-order features.

Defining a rule body as consisting of features, where a feature is a conjunction
of literals, also has the advantage of added expressiveness if we allow features to be
negated. This would have the effect of allowing disjunctions of negated literals in the
body. It also illustrates that body bias and feature bias are really two different things:
e.g., we can allow negation of features but not of literals within features, or vice versa.
The added expressiveness can be considerable. For instance, suppose that we define a
body as a conjunction of possibly negated features, and a feature as a conjunction of
possibly negated literals. The effect would be that any boolean combination of literals
would be expressible in this combined body-feature bias.

3 Feature construction

So what are features, and how are they constructed? A natural choice – to which we
will restrict ourselves in this paper – is to define a feature as a conjunction of (possibly
negated) literals. Features describe subsets of the training set that are for some reason
unusual or interesting. For instance, the class distribution among the instances described
by the feature may be different from the class distribution over the complete training
set in a statistically significant way. Alternatively, the feature may simply be shared by
a sufficiently large fraction of the training set. In the first case, the feature is said to
describe aninteresting subgroupof the data, and several propositional and first-order
systems exist that can discover such subgroups (e.g. Explora [8], MIDOS [19], and Ter-
tius [6]). In the second case, the feature is said to describe afrequent itemset, and again
several algorithms and systems exist to discover frequent itemsets (e.g. APRIORI [1]
and WARMR [3]). Notice that the systems just mentioned are all discovery systems,
which perform descriptive rather than predictive induction. Indeed, feature construc-
tion is a discovery task rather than a classification task.

3.1 The East-West challenge example

In this section we introduce a simple learning problem that will be used to illustrate
different notions introduced in this paper. The learning task is to discover low size-
complexity Prolog programs for classifying trains as Eastbound or Westbound [13].
The problem is illustrated in Figure 1. We illustrate two possible representations of this
learning problem in Prolog.

Example 1 (East-West challenge in Prolog, non-flattened).Using a term-based (i.e. non-
flattened) representation, the first train in Figure 1 can be represented as follows.

east([c(rect,short,single,no,2,l(circ,1)),
c(rect,long, single,no,3,l(hexa,1)),
c(rect,short,single,peak,2,l(tria,1)),
c(rect,long, single,no,2,l(rect,3))]).

Here, a train is represented as a list of cars; a car is represented as a six-tuple indicating
its shape, length, whether it has a double wall or not, its roof shape, number of wheels,
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Fig. 1. The ten train East-West challenge.

and its load; finally, a load is represented by a pair indicating the shape of the load and
the number of objects. A possible inductive hypothesis, stating that a train is eastbound
if it has a short open car, is as follows:

east(T):-member(T,C),arg(2,C,short),arg(4,C,no)

Example 2 (East-West challenge in Prolog, flattened).A flattened representation of the
same data, using function-free ground facts, is as follows.

east(t1).

hasCar(t1,c11). hasCar(t1,c12).
cshape(c11,rect). cshape(c12,rect).
clength(c11,short). clength(c12,long).
cwall(c11,single). cwall(c12,single).
croof(c11,no). croof(c12,no).
cwheels(c11,2). cwheels(c12,3).
hasLoad(c11,l11). hasLoad(c12,l12).
lshape(l11,circ). lshape(l12,hexa).
lnumber(l11,1). lnumber(l12,1).

hasCar(t1,c13). hasCar(t1,c14).
... ...

Using this representation, the above hypothesis would be written as

east(T):-hasCar(T,C),clength(C,short),croof(C,no)

Strictly speaking, the two representations in Examples 1 and 2 are not equiva-
lent, since the order of the cars in the list in the first representation is disregarded in
the second. This could be fixed by using the predicateshasFirstCar(T,C) and



nextCar(C1,C2) instead ofhasCar(T,C) . For the moment, however, we stick
to the above flattened representation; essentially, this means that we interpret a train as
a setof cars, rather than a list. Under this assumption, and assuming that each car and
each load is uniquely named, the two representations are equivalent. As a consequence,
the two hypothesis representations are isomorphic:hasCar(T,C) corresponds to
member(T,C) , andclength(C,short) corresponds toarg(2,C,short) . This
isomorphism between flattened and non-flattened hypothesis languages is a feature of
what we callindividual-centredrepresentations [7].

3.2 Identification of first-order features

In attribute-value learning, features only add expressiveness if the body bias allows
negation of features. However, in first-order learning features occupy a central position.
The distinguishing characteristic of first-order learning is the use of variables that are
shared between some but not all literals. Namely, in the case that all variables occur in
all literals, their only function is to distinguish literals occurring in rules from literals
occurring in examples. In the latter case, by applying the Single Representation Trick,
the variables can be dispensed with, thus reducing the rule to a propositional one.

Definition 1 (Global and local variables).The variables occurring in the head of the
rule are calledglobal variables. Variables occurring only in the body are calledlocal
variables.

Global variables are assumed to be universally quantified, and the scope of the universal
quantifier is the rule. Local variables, calledexistential variablesin logic programming
terminology, are existentially quantified, and the scope of the existential quantifier is
the rule body.

The key idea of first-order features is to restrict all interaction between local vari-
ables to literals occurring in the same feature. This is not really a restriction, as in some
cases the whole body constitutes a single feature. However, often the body of a rule can
be partitioned into separate parts which only share global variables.

Example 3.Consider the following Prolog rule, stating that a train is eastbound if it
contains a short car and a closed car:

east(T):-hasCar(T,C1),clength(C1,short),
hasCar(T,C2),not croof(C2,no)

The body of this clause consists of two features:hasCar(T,C1),clength(C1,short)
or ‘has a short car’ andhasCar(T,C2),not croof(C2,no) or ‘has a closed
car’. In contrast, the following rule

east(T):-hasCar(T,C),clength(C,short),not croof(C,no)

contains a single feature expressing the property ‘has a short closed car’.

It is easy to recognise the first-order features in any given rule, by focusing on the
use of local variables.



Definition 2 (First-order features). For any two body literalsL1 andL2 of a given
rule,L1 andL2 belong to the same equivalence class,L1 �lv L2 iff they share a local
variable. Clearly,�lv is reflexive and symmetric, and hence its transitive closure=lv

is an equivalence relation inducing a partition on the body. The conjunction of literals
in an equivalence class is called afirst-order feature.

We note the following simple result, which will be used later.

Proposition 1 (Propositionalising rules).LetR be a Prolog rule, and letR0 be con-
structed as follows. Replace each featureF in the body ofR by a literalL consisting
of a new predicate withR’s global variable(s) as argument(s), and add a ruleL : �F .
R

0 together with the newly constructed rules is equivalent toR, in the sense that they
have the same success set.

Notice thatR0 contains only global variables, and therefore is essentially a proposi-
tional rule.R’s first-order features have been confined to the background theory. Thus,
provided we have a way to construct the necessary first-order features,body construc-
tion in ILP is essentially propositional.

By recognising the above property, an ILP problem can be transformed into a propo-
sitional learning problem, provided that appropriate first-order features can be con-
structed.

3.3 A declarative bias for first-order feature construction

Definition 2 suggests how to recognise features in a given clause, but it does not im-
pose any restrictions on possible features and hence cannot be used as a declarative
feature bias. In this section we define such a feature bias, following the term-based
individual-centred representations introduced in [5] and further developed in [4]. Such
representations collect all information about one individual in a single term, e.g., a list
of 6-tuples as in the train representation of Example 1. In this example, the individ-
ual in question is a train, not its cars. Rules are formed by stating conditions on the
whole term, e.g.length(T,4) , or by referring to one or more subterms and stating
conditions on those subterms. Predicates which refer to subterms are calledstructural
predicates: they come with the type of the term, e.g. list membership comes with lists,
projections (n different ones) come withn-tuples, etc. Notice that projections are de-
terminate, while list membership is not. In fact, the only place where non-determinacy
can occur in individual-centred representations is in structural predicates.

Individual-centred representations can also occur in flattened form. In this case each
of the individuals and most of its parts are named by constants, as in Example 2. It is still
helpful to think of the flattened representation to be obtained from the term-based rep-
resentation. Thus,hasCar corresponds to list/set membership and is non-determinate
(i.e. one-to-many), whilehasLoad corresponds to projection onto the sixth compo-
nent of a tuple and thus is determinate (i.e. one-to-one). Keeping this correspondence
in mind, the below definitions for the non-flattened case can be easily translated to the
flattened case.

We assume a given type structure defining the type of the individual.



Definition 3 (Structural predicates).Let� be a given type signature, defining a single
top-level type in terms of subtypes. Astructural predicateis a binary predicate associ-
ated with a complex type in� representing the mapping between that type and one of
its subtypes. Afunctionalstructural predicate, orstructural function, maps to a unique
subterm, while anon-determinatestructural predicate is non-functional.

In general, we have a structural predicate or function associated with each non-
atomic subtype in� . In addition, we haveutility predicatesas in LINUS [10] (called
propertiesin [4]) associated with each atomic subtype, and possibly also with non-
atomic subtypes and with the top-level type (e.g., the class predicate). Utility predicates
differ from structural predicates in that they do not introduce new variables.

Example 4.For the East-West challenge we use the following type signature.train
is declared as the top-level set type representing an individual. The structural predicate
hasCar non-deterministically selects a car from a train.car is defined as a 6-tuple.
The first 5 components of each 6-tuple are atomic values, while the last component
is a 2-tuple representing the load, selected by the structural functionhasLoad . In
addition, the type signature defines the following utility predicates (properties):east
is a property of the top-level typetrain , the following utility predicates are used
on the sub-typecar : cshape , clength , cwall , croof andcwheels , whereas
lshape andlnumber are properties of the sub-subtypeload .

To summarise, structural predicates refer to parts of individuals (these are binary
predicates representing a link between a complex type and one of its components; they
are used to introduce new local variables into rules), whereas utility predicates present
properties of individuals or their parts, represented by variables introduced so far (they
do not introduce new variables). The language bias expressed by mode declarations
used in other ILP learners such as Progol [14] or WARMR [3]) partly achieves the
same goal by indicating which of the predicate arguments are input (denoting a variable
already occurring in the hypothesis currently being constructed) and which are out-
put arguments, possibly introducing a new local variable. However, mode declarations
constitute a body bias rather than a feature bias.

Declarations of types, structural predicates and utility predicates define the feature
bias. The actual first-order feature construction will be restricted by parameters that
define the maximum number of literals constituting a feature, maximal number of vari-
ables, and the number of occurrences of individual predicates.

Definition 4 (First-order feature construction). A first-order featureof an individual
is constructed as a conjunction of structural predicates and utility predicates which is
well-typed according to� . Furthermore:

1. there is exactly one variable with type� , which is free (i.e., not quantified) and will
play the role of the global variable in rules;

2. each structural predicate introduces a new existentially quantified local variable,
and uses either the global variable or one of the local variables introduced by other
structural predicates;

3. utility predicates do not introduce new variables (this typically means that one of
their arguments is required to be instantiated);



4. all variables are used either by a structural predicate or a utility predicate.

The following first-order feature could be constructed in the above feature bias,
allowing for 4 literals and 3 variables:

hasCar(T,C),hasLoad(C,L),lshape(L,tria)

4 Application: learning nondeterminate clauses with LINUS

In the previous sections we have argued that feature construction is a crucial notion in
inductive rule learning. We have given precise definitions of features in first-order lan-
guages such as Prolog. First-order features bound the scope of local variables, and hence
constructing bodies from features is essentially a propositional process that can be
solved by a propositional rule learner such as CN2. In this section we show the useful-
ness of this approach by solving two non-determinate ILP tasks with the transformation-
based rule learner LINUS [10].

We provide LINUS with features defining background predicates, as suggested by
Proposition 1. For instance, in the trains example we add clauses of the following form
to the background knowledge:

train42(T):-
hasCar(T,C),hasLoad(C,L),lshape(L,tria)

LINUS would then use the literaltrain42(T) in its hypotheses. Such literals repre-
sent propositional properties of the individual.

In the two experiments reported on in this section we simply provide LINUS with
all features that can be generated within a given feature bias (recall that such a feature
bias includes bounds on the number of literals and first-order features). Alternatively,
we can first apply a relevancy filter [12] to eliminate irrelevant features; or we can use a
descriptive learner such as Tertius [6] to generate only features that correlate sufficiently
with the class attribute. We are currently working on such methods for non-exhaustive
feature construction; some preliminary results are mentioned in the next section.

Experiment 1 (LINUS applied to the East-West challenge)We ran LINUS on the ten
trains in Figure 1, using a non-determinate background theory consisting of all 190
first-order features with up to two utility predicates and up to two local variables. Us-
ing CN2, the following rules were found:

east(T):-
hasCar(T,C1),hasLoad(C1,L1),lshape(L1,tria),lnumber(L1,1),
not (hasCar(T,C2),clength(C2,long),croof(C2,jagged)),
not (hasCar(T,C3),hasLoad(C3,L3),clength(C3,long),lshape(L3,circ)).

west(T):-
not (hasCar(T,C1),cshape(C1,ellipse)),
not (hasCar(T,C2),clength(C2,short),croof(C2,flat)),
not (hasCar(T,C3),croof(C3,peak),cwheels(C3,2)).

These rules were found allowing negation in the body, but not within features. If nega-
tion is also allowed within the feature bias, the following simple rules are induced:

east(T):-
hasCar(T,C),clength(C,short),not croof(C,no).

west(T):-
not (hasCar(T,C),clength(C,short),not croof(C,no)).



That is, a train is eastbound if and only if it has a short closed car.

The mutagenesis learning task [15] concerns predicting which molecular compounds
cause DNA mutations. The mutagenesis dataset consists of 230 classified molecules;
188 of these have been found to be amenable to regression modelling, and the remaining
42, to which we restrict attention here, as ‘regression-unfriendly’. The dataset further-
more includes two hand-crafted indicator attributesI1 andIa to introduce some degree
of structural detail into the regression equation; following some experiments in [15] we
did not include these indicators.

Experiment 2 (LINUS applied to mutagenesis)We ran LINUS on the 42 regression-
unfriendly molecules, using a non-determinate background theory consisting of all 57
first-order features with one utility literal concerning atoms (i.e., discarding bond in-
formation). Using CN2, the following rules were found:

mutag(M,false):-not (has_atom(M,A),atom_type(A,21)),
logP(M,L),between(1.99,L,5.64).

mutag(M,false):-not (has_atom(M,A),atom_type(A,195)),
lumo(M,Lu),between(-1.74,Lu,-0.83),
logP(M,L),L>1.81.

mutag(M,false):-lumo(M,Lu),Lu>-0.77.

mutag(M,true):-has_atom(M,A),atom_type(A,21),
lumo(M,Lu),Lu<-1.21.

mutag(M,true):-logP(M,L),between(5.64,L,6.36).
mutag(M,true):-lumo(M,Lu),Lu>-0.95,

logP(M,L),L<2.21.

Three out of 6 clauses contain first-order features. Notice how two of these concern
the same first-order feature ‘having an atom of type 21’ – incidentally, such an atom
also features in the (single) rule found by Progol on the same dataset. Running CN2
with only the lumo and logP attributes produced 8 rules; thus, this experiment suggests
that first-order features can enhance the understandability of learned rules. Furthermore,
we also achieved higher predictive accuracy: 83% with first-order features (as opposed
to 76% using only lumo and logP). This accuracy is the same as achieved by Progol,
having access to bond information and further structural background knowledge.

5 Conclusions and further work

This work points out that there is a tradeoff between how much effort a learner puts
in the following steps of the hypothesis generation process: rule construction, body
construction, and feature construction. In this work we have shown that by devoting
enough effort to feature construction, even complex relational learning tasks can be
solved by simple propositional rule learning systems.

In propositional learning, the idea of augmenting an existing set of attributes with
new ones is known under the term constructive induction. A first-order counterpart of
constructive induction is predicate invention. This work is in the mid-way: we perform



a simple form of predicate invention through first-order feature construction, and use
the constructed features for propositional learning.

Other researchers have taken a similar mid-way approach to the propositionalisa-
tion of relation learning problems. In the East-West challenge problem, Peter Turney’s
RL-ICET algorithm [18] achieved one of the best results due to exhaustive proposi-
tional feature construction, introducing new propositional features for all combinations
of up to three first-order literals. The approach taken by Kramer et al. [9] is more so-
phisticated. It performs predicate invention through stochastic search of best features
of variable length. A fitness function optimising description length (similar to Turney’s
costs of features) as well as other criteria (generality/specificity and variability) are
used to guide the search of best features. Srinivasan and King [17] perform proposi-
tionalisation through predicate invention achieved by a variety of predictive learning
techniques, including linear regression, rule and decision tree learning, and inductive
logic programming.

In this paper we have also shown that the traditional limitations of transformation-
based approaches such as LINUS (which does not allow local variables) and its suc-
cessor DINUS (which allows only determinate local variables) can be alleviated by
means of non-determinate feature construction. While in this work feature construc-
tion was exhaustive within a given feature bias, in future work we intend to study two
non-exhaustive approaches. The first is to use a filter for eliminating irrelevant features,
as done in the work by Lavraˇc and Gamberger [12]. We did some preliminary experi-
ments in the trains domain using two generated feature sets: the above-mentioned set
containing 190 features and a larger set of 564 features. In both cases, the redundancy
eliminated all except for 16 relevant features. One may further reduce the set of relevant
features by selecting a quasi-minimal set of features needed for hypothesis construction,
as proposed by the same authors in [11]. This resulted in a minimal set of three features
only. As an alternative approach, we plan to use a descriptive learner such as Tertius [6]
for constructing features that correlate significantly with the class attribute.
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